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11
Summary

In recent years, the increase of digital data has resulted in the growth of huge databases.
With the growth of these databases, the interest in gathering information from these
datasets also grew. The research field called Data Mining refers to extracting knowl-
edge from these large amounts of data. Ideally, this knowledge obtained by running a
data mining algorithm is new and useful. Such information from data mining is often
referred to as a model or a pattern.

Within this thesis, we focus on data mining algorithms that can be used to de-
tect differences. Differences generate new hypotheses: the questions that comes to
mind after detecting a difference is usually: “Can this difference be explained?”, or
“What can cause such a difference?”. If these questions cannot be answered (either by
additional data analysis or by domain knowledge), the difference can be investigated
further in the real world. Such a difference is called an actionable difference, because
it leads to a follow-up by the user of the algorithm.

In this thesis, the algorithms are applied in the health insurance domain. The
main application of detecting differences within health insurance is to gain insight in
cost differences. By detecting differences, we can locate where, for example for which
medical practitioner or for which region, costs are higher. Apart from the deepening
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Chapter 11. Summary

of our knowledge in the health insurance domain, there is a clear application present
in the real world; the differences in claiming behavior from medical practitioners may
indicate fraud, waste, or abuse.

The techniques used in the thesis fall in the categories of Outlier Detection and
Subgroup Discovery techniques. Both techniques can be used to detect differences.
Outlier Detection aims at identifying individual outlying points. These are observa-
tions that are somehow different from the other observations. Subgroup Discovery
aims at finding descriptions of deviating patterns. The subgroups are described by
variables in the data. Subgroup Discovery techniques find groups for which the target
attribute had a different distribution, compared to the rest of the data. So instead of
deviating points that we find with Outlier Detection techniques, we find descriptions
of patterns with the use of Subgroup Discovery techniques.

Inspired by the health insurance application domain, we describe how we can make
detection techniques more effective and actionable. Outlier detection techniques can
be made actionable if they are aggregated over entities. For example, in our appli-
cation domain it is much more interesting if a medical practitioner (the entity) can
be labeled as suspicious or anomalous as a whole, than focussing only on individual
claims. Outlier detection techniques can be made more effective and actionable by
providing descriptions that are easily understood by the user. We show how we can
generate these descriptions automatically.

Subgroup discovery techniques can be made more effective and actionable too.
By searching for subgroups locally, we can provide information about a subgroup’s
neighborhood (the part of the data in which the subgroup is found), hence increasing
the interpretability of the subgroup. Local subgroups can also be detected to increase
the actionablity: we find a difference with respect to a group of rather similar cases.
Prior knowledge to the Subgroup Discovery algorithm accounts for differences that
may be caused by differences we already know. In our health insurance application,
these may be differences that could be ‘explained’ by population differences between
regions or medical practitioners. As a second application, we can add subgroups we
already found as prior knowledge, in order to find new descriptions of subgroups. To
make Subgroup Discovery techniques even more effective, we can incorporate costs in
the quality measure. In that case the quality of a subgroup can be measured as a
monetary value, relating to potential gains or losses.

Both Outlier Detection and Subgroup Discovery produced useful insights and re-
sults. Outlier detection is useful for exploring data. With model-based outlier de-
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tection, we do not only learn what are the outliers, but also about the model that
describes the data. Similarly, with distance-based approaches, we learn about outliers
as well as about nearby clusters that are present in the data. However, this informa-
tion is often not obtained easily. Usually, extra (manual) investigation of the data has
to be done to further explain the reason why an outlier is declared anomalous. This
makes outlier detection techniques very exploratory for the data mining expert as well
as the domain expert.

Subgroup Discovery on the other hand, aims at directly describing differences. Why
a pattern is different can be directly derived from the description itself, and there is no
manual investigation needed afterwards. This makes Subgroup Discovery much more
systematic: the same subgroup discovery algorithm can be run periodically, each time
producing interpretable results.
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